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Abstract—The widespread use of third-party libraries (TPL)
has brought many conveniences to Android application devel-
opment, fostering the development of the Android application
ecosystem. Detecting the presence of TPLs in Android appli-
cations is crucial in the Android era, as it enables the rapid
identification of their usage when security vulnerabilities arise
in TPL code. Android code obfuscation can significantly impact
the task of detecting TPLs, especially as obfuscation methods
continue to iterate. Rule-based matching methods, which are
commonly used in most approaches, often struggle to adapt to
new obfuscation strategies.

This paper proposes LibAttention, a feature-language-model-
based Android TPL detection technique. LibAttention converts
app binary code and TPL source code into Android intermediate
representation Smali and extracts features that are less suscep-
tible to obfuscation. These features are then fed into a language
model to train an encoder from scratch. During the detection
process, LibAttention encodes and compresses the app and TPL
code representations and feeds them into downstream models
for training and prediction.LibAttention is trained for third-
party library detection tasks on downstream models, utilizing
datasets compiled with various obfuscation modes and threshold
adjustments to establish detection standards. Subsequently, de-
tection and evaluation are conducted on the large-scale AndroZoo
dataset. Its pretraining-fine-tuning model architecture eliminates
the dependency on large amounts of labeled data samples.

The experimental results indicate that the detection capabilities
of LibAttention are more effective compared to the baseline
results, significantly mitigating the impact of the Android R8
obfuscation tool on applications. Moreover, when compared to
existing rule-based Android TPL detection techniques, LibAt-
tention demonstrates significant improvements on the Android
R8 obfuscation dataset, boasting over a 30% enhancement in
the F1-score.

Index Terms—Android, TPL detection, Feature Language
Model, Transformer

I. INTRODUCTION

To date, the Android application market thrives with the
introduction of numerous new applications each year, con-
tributing to its ever-growing ecosystem. The research findings
indicate that in 2023, Google Play Store, one of the largest
Android application markets, hosted 2.6 million applications
with a total download count of 113 billion [1]. One of
the reasons for the high frequency of new applications is
the richness of TPLs available for Android, encompassing
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various additional functionalities such as advertising, location
services, and payment components, which greatly facilitate
app development for developers. As the Android software
ecosystem evolves, TPLs become increasingly mature, leading
to a higher frequency of their usage. However, due to inade-
quate understanding of TPL code, developers may sometimes
overlook vulnerabilities present in such code when integrating
it into their applications, thereby posing security risks and
threatening user privacy. Previous studies have identified nu-
merous vulnerabilities in TPLs used in Android applications
(e.g., Facebook SDK) [2, 3], some of which may pose serious
security risks, such as attackers exploiting vulnerabilities in
certain advertising libraries (e.g., Airpush [4], MoPub [5]) to
steal user privacy information. Compiled Android applications
lack effective information indicating which TPLs they have
used, making it difficult to identify potential risks posed by
vulnerable TPLs. Consequently, the identification of TPLs has
become an urgent task, classified under the broader software
composition analysis (SCA) category.

Existing Android application TPL detection tools often
employ rule-based methods, matching code features at the
granularity of functions, modules, classes, etc., to identify
TPLs used in obfuscated applications. Examples include Lib-
Scan [6], ATVHunter [2], PANGuard [7], which are based
on similarity matching, as well as LibD [8], LibRadar [9],
LibSift [10], which are based on clustering. These rule-based
detection methods can only effectively detect applications
using a few specific obfuscation mechanisms and cannot
adapt to other obfuscation patterns, including Android R8.
For instance, LibScan demonstrates outstanding performance
on datasets obfuscated with ProGuard [11], DashO [12],
and Allatori [13], accurately detecting the TPLs used in the
applications. However, it fails to provide effective detection
on datasets obfuscated with the Android R8 technique, as
presented in our evaluation. Through manual analysis, we
found that the detection rules of LibScan are unable to adapt
to the obfuscation techniques used by Android R8, leading to
a significant number of false negatives and false positives.

In summary, current Android application TPL detection
tools suffer from two main shortcomings: 1) According to our
evaluation, existing tools are ineffective in detecting applica-
tions obfuscated with Android R8, particularly struggling with
changes brought about by code shrinking and optimization;



2) Rule-based TPL detection tools lack robustness and are
susceptible to changes in obfuscation rules, rendering them
unsuitable for Android R8 obfuscation and potential future
obfuscation methods.

To fill this gap, we designed and implemented LibAttention,
the first feature-language-model-based technique capable of
effectively detecting TPLs in Android applications using vari-
ous obfuscation techniques. LibAttention operates through two
main processes: model training and Android application TPL
detection. During the model training process, LibAttention
utilizes a pre-trained language model and trains an encoder
from scratch using features extracted from a large corpus of
applications obtained from the app market. This encoder is
capable of extracting essential information from Android apps
and TPLs. The detection process consists of three stages:
data preprocessing, compression representation, and predic-
tion. In the preprocessing stage, LibAttention converts the
target application and TPLs into Android intermediate rep-
resentation (Smali), extracts features, and encodes them using
the pre-trained encoder. To further compress the information,
LibAttention utilizes the properties of the pre-trained model to
compress the encoder’s output into a dense low-dimensional
feature vector. Finally, these feature vectors are fed into
downstream models to complete the training and prediction
tasks.

In addition, the pretraining-fine-tuning model architecture
used by LibAttention reduces the reliance on labeled samples
with TPL tags. By autonomously learning Android code
features from unlabeled data through self-regressive learning,
and then learning TPL feature information from labeled data,
LibAttention accomplishes training and prediction within a
small sample space.

We summarize our contributions as follows:
1) We designed and implemented LibAttention, which is

the first feature-language-model-based Android TPL de-
tection technique. LibAttention extracts code features
from a large number of unlabeled samples, which serve
as the training data for the pretraining model. Subse-
quently, it utilizes the generated encoder and a custom
compression algorithm to encode and compress the
target app and TPL, producing dense low-dimensional
feature vectors. Finally, these feature vectors are fed into
downstream models for training and prediction.

2) We compared LibAttention with SOTA Android TPL
detection techniques and our baseline methods on the
Android R8 obfuscation dataset. The result shows that
LibAttention demonstrates stable detection capabilities
dataset. Moreover, we employ ablation studies to demon-
strate that the deep learning approach integrated into
LibAttention effectively neutralizes the impact of code
obfuscation on third-party library detection.

3) We utilized LibAttention to detect vulnerable TPLs
in a large-scale real-world scenario involving Android
applications. The results indicate that among the 10,000
analyzed apps, 28 vulnerable TPLs were identified, with
a total occurrence count of 42,408 times.

II. BACKGROUND AND MOTIVATION

A. Background

In recent years, the Android app market has thrived, drawing
increased attention to the security of its code. Software Com-
position Analysis (SCA) is an automated process that identifies
open-source software components within a codebase. This
analysis is conducted to assess security vulnerabilities, ensure
license compliance, and evaluate code quality. Detecting third-
party libraries (TPL) in Android application code is a subtopic
of SCA.

Android code obfuscation is a crucial code protection mea-
sure within the Android development ecosystem. It diminishes
code readability and enhances resistance to reverse engineer-
ing. Android code obfuscation primarily hardened the appli-
cation from three perspectives: prevent reverse engineering,
reduce the application size, and accelerate the execution of the
program. Code obfuscation is widely used by app developers
to prevent reverse engineering, making it harder for attackers
to decompile and exploit vulnerabilities through existing anal-
ysis tools. Code-shrinking and resource-shrinking techniques
can reduce the application size, which somehow reduces the
program’s attack surface. Code optimization involves altering
the combination and sequence of program instructions, thereby
enhancing the performance of the program during execution.
Specifically, the Android R8 compiler handles 4 kinds of
compile-time tasks:

• Code Shrinking. The compiler would detect and safely
remove unused classes, fields, methods, and attributes
from the application and its dependencies.

• Resource Shrinking. The compiler would remove the
unused resources from the package application, including
those in the app’s dependencies.

• Obfuscation. The compiler would shorten the names of
the Android application’s classes, methods, and fields.
The obfuscation task would not remove any code from
the app or its dependencies.

• Optimization. The compiler would inspect and remove
the redundant code at a deeper level, or possibly rewrite
the code to make it less verbose.

B. Motivation

The Android obfuscation technique, originally designed
to enhance Android code security, has become a significant
impediment to third-party library detection, as it increases the
complexity of the code and makes features more difficult to
recognize. Although existing academic research has focused
on specific obfuscation techniques with tailored solutions,
these approaches often exhibit limited generalizability. The
state-of-the-art Android TPL detection tool, LibScan [6], can
effectively identify application libraries obfuscated with Pro-
Guard, DashO, and Allatori, with an F1 score exceeding 97%.
However, its detection capability sharply declines when it
comes to applications obfuscated, shrunk, and optimized using
Android R8. On the Android R8 obfuscated app dataset, the
F1 score is only around 1%. This is because the strategies



employed by Android R8 cannot be effectively accommodated
by the detection rules of LibScan, leading to a high number
of false negatives and false positives.

Through our analysis, we illustrated two scenarios that
could lead to false negatives and false positives in SOTA TPL
detection technique.

• False Negative. The R8 code optimization process uses
inlining techniques, which alter the function call structure
in the application. This change prevents the features
extracted in the first step of SOTA technique from being
effectively matched, resulting in false negatives.

• False Positive. Some simple functions in Android appli-
cations, such as get and set methods, have similar instruc-
tion sequences. This similarity can lead to errors when
SOTA technique attempts to match based on instructions,
resulting in false positives.

To make matters worse, the usage frequency of Android
R8 obfuscation has been increasing. Android Studio, which
is the Android officially presented development platform,
uses Gradle to automate and manage the Android building
process. When the developer builds the Android project using
the Android Gradle plugin (AGP) 3.4.0 or higher version
(currently 8.3), the plugin no longer uses ProGuard to perform
compile-time code optimization but the Android R8 compiler
instead. This implies that an increasing number of applications
in the app market are being compiled and obfuscated using
Android R8.

To address the aforementioned issues, one can employ
deep learning-based methods, leveraging their ability to learn
features from data. By doing so, it is possible to design a
tool that can detect TPLs in applications obfuscated with
Android R8, while also exhibiting generality and performing
well across different obfuscation datasets. To achieve this, we
face the following challenges in designing a deep-learning-
based Android application TPL detection technique:

1) Obfuscation Impact. Android code obfuscation alters
code features by changing variable names, control flow,
and opcodes. Code shrinking may even remove variables
and functions from the original program. These obfus-
cation outcomes increase the difficulty of Android TPL
detection.

2) Diverse Obfuscation Types. Android code obfuscation
techniques are diverse, including ProGuard, Allatori,
DashO, and the increasingly popular Android R8. Each
obfuscator has its own set of obfuscation rules, and new
obfuscation tools and rules may emerge in the future.
These factors contribute to the complexity of designing
Android TPL detection tools, as they must be adaptable
to various obfuscation techniques and anticipate future
developments in code obfuscation.

3) Reliance on Large Amount of Labeled Samples. Deep
learning methods often require learning features from
a large amount of sample data to make predictions.
However, obtaining labeled samples for Android TPL
detection tasks often requires a certain amount of human

effort. Relying on a large amount of labeled data would
introduce a lot of additional workloads.

Therefore, we designed and implemented LibAttention,
which is capable of detecting third-party libraries within
Android applications across various obfuscation scenarios. Our
experimental evaluation has demonstrated that LibAttention
effectively mitigates the impact of code obfuscation on third-
party library detection.

III. SYSTEM DESIGN

A. System Overview

The workflow of LibAttention is presented in Figure 1,
which can be divided into three stages. The first stage in-
volves data preprocessing. In this stage, LibAttention converts
the original app and TPL code into Android’s intermedi-
ate language Smali and extracts their features. Meanwhile,
LibAttention establishes a vocabulary using keyword and
type information from the Android SDK, which is utilized
in the model’s pre-training process and subsequent feature
representation. The second stage comprises model pre-training
and data representation encoding. The pre-training process
constructs an encoder using a large amount of data as input
through autoregressive training. Subsequently, utilizing this
encoder and LibAttention’s devised data compression scheme,
the original data is compressed and represented. The third
stage involves model fine-tuning and prediction. Using the
output from the second stage as input, downstream models
are constructed for specific tasks, and parameter fine-tuning
is performed to complete the prediction task. We adopted a
binary classification task for the model’s fine-tuning training
phase. By inputting the features of both the APK and the TPL,
the model outputs a binary result of 0 or 1, which represents
whether the APK contains the TPL.

LibAttention chose this technical approach for two main
reasons. Firstly, Android applications are susceptible to various
forms of obfuscation, where only a small portion of the
information remains unaffected by obfuscation. Therefore,
LibAttention retains only a small portion of the original code
during data preprocessing. Even though the retained informa-
tion may still be affected by obfuscation, this can be learned by
the model in a heuristic manner. Secondly, the task of Android
code TPL detection lacks rich labeled sample data in real-
world scenarios. Training deep learning models on a small
dataset often leads to overfitting. LibAttention addresses this
issue by adopting a pretraining-fine-tuning approach. It learns
the features of the code itself during the pre-training phase and
then learns the information about the TPLs contained in the
applications during the fine-tuning phase. This approach helps
alleviate the dependency of deep learning on large sample data.

The detailed procedures of the three operational stages
will be delineated in subsequent sections. Section III-B will
elucidate the process of feature extraction and vocabulary
construction. In Section III-C, the pre-training process will
be expounded, encompassing model and data selection. Sec-
tion III-D will delve into how LibAttention encapsulates code
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Fig. 1. The overall workflow of LibAttention.

features. Lastly, Section III-E will outline the two modes of
fine-tuning for the TPL detection task.

B. Preprocessing

The LibAttention is designed to extract the features that
would persist during code shrinking, resource shrinking, code
obfuscation, and optimization in the majority of cases. The
extracted features comprise structural information of code
classes, specific keyword occurrences within the code, and
information regarding function and variable types immune to
obfuscation effects. The extracted keyword information and
type information will be combined to form a vocabulary, which
will serve as the input for subsequent pre-training models. In
our design, during the feature extraction process, the specific
content of function bodies in the code is entirely removed,
which is equivalent to a significant reduction in the original
code. This approach is primarily motivated by two considera-
tions: 1) Function body code is highly susceptible to the effects
of code shrinking and code optimization during obfuscation,
leading to inaccurate matching results. 2) Including function
body code as input to machine learning models would rapidly
expand the input space, thereby increasing the difficulty of
model fitting. In addition to the removal of code function
bodies, name information such as class names, method names,
variable names, etc., which are highly susceptible to obfus-
cation, will also be removed during the preprocessing stage.
Therefore, we only extract the aforementioned information
from the original Android application as input features for
downstream model training and TPL detection tasks. The
specific content and processing workflow are outlined as
follows.

Feature Selection and Vocabulary Construction. In this
step, we need to extract data type information that will not
be affected by obfuscation from both the original Android
applications and library code.

Based on observation, we have found that during the An-
droid application development process, only dependencies on

TABLE I
VOCABULARY LIST

Feature Level Feature Type Feature

Class Level Symbol Keyword

public

final

abstract

interface

Android SDK

Reserved Symbol

Java Primitive Type

B S I

J F D

Z C V

Parentheses [ ( )

Java Standard Type
begin with Ljava

begin with Ljavax

Android Standard Type begin with Landroid

Other Type begin with Lorg

Obfuscated Symbol Self Defined Type Ltoken + ID

specific Android SDK versions are specified. The SDK code
itself is not packaged into the APK file but is instead sought
from the execution environment during runtime. Therefore,
all data types defined within the Android SDK will not be
obfuscated. Otherwise, execution errors would occur due to
name mismatch during runtime. We have selected the latest
10 versions of the Android SDK jar files and utilized the
AndroGuard tool to extract all type information present within
them as reserved types. The information extracted from the
SDK includes Java basic types, Android definition types, and
some special symbols. Theses information would be stored
into the vocabulary.

Besides the type information extracted from the SDK,
Android application code contains numerous custom types
that are susceptible to obfuscation, including both application-
specific types and types from library code. These types may



exhibit different forms after obfuscation. Directly adding the
obfuscated results to the vocabulary would cause rapid infla-
tion of the vocabulary, thereby prolonging the convergence
time during model pre-training and failing to yield sufficient
benefits for subsequent tasks. We have created a series of
custom types to substitute for the types in the application code
that may be obfuscated. We adopt a class-grained approach,
replacing identical obfuscated types with the same custom
type. This ensures the preservation of information regarding
the use of the same type at different locations within the
program. These custom types are also added to the vocabulary.
Ultimately, the construction pattern of the vocabulary is as
shown in Table I.

Feature Results Formulation To preserve the structural
characteristics of the code to some extent, we extract the
information from each class in the program as a row for
model input X . We use additional ”{}” symbols to denote the
hierarchical relationship of functions, methods, and variables
within a class. which is shown as:

Xp = {c1, c2, · · · , cm} {{m1,m2, · · · ,mn}{v1, v2, · · · , vl}}
(1)

where every ci refers to a class level symbol, vk refers to a
type variable, and mj is a combination of parameter types,
parentheses, and return value type, which is shown as:

mj = ([parameters]) [return] (2)

Ultimately, the original Android applications and library files
will be processed into the aforementioned format and fed into
the model for training and prediction.

C. Pre-training

In this section, we have trained a pre-trained autoregressive
language model using the previously extracted features to
generate feature embeddings. The pre-trained model has two
benign features. 1) The pre-trained model can learn code
features from unlabeled samples, decreasing the reliance on
labeled samples. 2) The pre-trained models can produce dense,
low-dimensional feature embeddings, which further compress
the code features without losing essential information.

Specifically, we pre-trained a GPT-like model from scratch,
initializing the parameters randomly. Our rationale for se-
lecting a GPT-like architecture, as referenced in [14], lies
in its capacity as a versatile language model. Unlike BERT,
which operates as a masked language model, GPT-like models
offer flexibility during pre-training. BERT confines input to
individual sentences, each constrained by a fixed token length
limit, whereas GPT-like models allow for a more natural,
continuous flow of text. In our pre-training dataset, the average
length of each document surpasses 100K tokens, significantly
exceeding the input threshold for BERT models. Conversely,
GPT models are capable of processing lengthy text inputs
without such limitations, rendering them more apt for handling
our pre-training data. To facilitate autoregressive pre-training,

we employed a meticulously curated vocabulary and dataset.
The autoregressive loss function L is as follows:

L = − 1

N

N∑
i=1

T∑
t=1

logP (yi,t|yi,<t, θ) (3)

where N is the number of samples, T is the sequence length,
yi,t represents the true label at position t of the ith sample,
yi,<t denotes the sequence of labels up to position t of the
ith sample, P (yi,t|yi,<t, θ) is the probability of the label at
position t given the sequence of labels up to position t of the
ith sample parameterized by θ, and θ represents the model
parameters. By iteratively learning from the data through
multiple rounds, the loss function L gradually decreases, thus
completing the pre-training process.

We selected over 1,500 Android application APKs from
the public dataset AndroZoo, along with a batch of popular
TPL data downloaded from Maven, as the pre-training data
for training. In total, this dataset comprises over 200 million
tokens. The objective is to train an encoder capable of learning
code features.

D. Representation Encoding

Generally, the output embeddings of pre-trained transform-
ers can be directly utilized as input for downstream task-
specific models. However, in the task of detecting Android
TPL code, the input data is scaled at the granularity of APKs.
Even after encoding and compression through transformers,
the embedding volume remains substantial, making it impracti-
cal to directly feed into downstream models. Therefore, further
compression of the data is required.

Algorithm 1: Representation Encoding Algorithm
Input: The preprocessed APK or JAR feature X

with L× d dimension; model.pth
Output: The encoding of input file Y with 1× d

dimension

1 Initialize Transformer T = model.pth;
2 Initialize hidden states hs0 = X;
3 compressed hidden states = [];
4 for hidden layer li in Transformer T do
5 hidden states hsi = calculate(li, hsi−1);
6 represent state rsi = hsi[represent id, :];

/* Replace L-dimensional data
with 1-dimensional data */

7 compressed hidden states.append(rsi);
8 end
9 Y = compressed hidden states[selected layer];

We have devised a method to further compress embed-
ding vectors, reducing data dimensions while retaining the
main data features to make sample features acceptable to
downstream models. Specifically, since we selected the GPT-
like model for pre-training, each symbol in the generated
embedding vectors contains partial information from other



symbols with the help of the attention mechanism. Therefore,
we can select a subset of symbols to represent the overall
features. The specific algorithm is shown in Algorithm 1.

After completing pre-training, we obtained a pre-trained
model model.pth consisting of several hidden layers. For each
pre-processed data instance, it is fed into the pre-trained model
for encoding. We obtain the hidden states of the data at each
layer li and select the represent state rsi to represent the entire
hidden states. Finally, we choose the hidden states from one
layer as the representation of the entire data. The selection
of hidden states depends on the predictive performance of the
downstream model.

After experimenting with different hidden states and hidden
layers, we found that selecting the last state of each layer,
along with the last hidden layer, provided the optimal detection
performance. We hypothesize that this is because the output
of GPT-like models often contains partial information from
previous states. Thus, selecting the last state allows for data
compression with minimal information loss.

E. Fine-tuning

During the fine-tuning phase, we leveraged labeled data
to adjust the parameters of the final three layers of the
Transformer architecture. We use the pre-training stage to
enable the model to recognize features of Android applications
and TPL code. Then, through the fine-tuning stage, we adapt
the model to the specific task of detecting TPLs in Android
applications. We employed the most conventional strategy for
third-party library detection tasks as our downstream task.
Specifically, the features of both the APK and the TPL are
input into the system, which then outputs a label indicating
whether the APK contains the TPL. This presence or absence
is represented by binary labels, 0 or 1.

In terms of parameter selection, we utilized Binary Cross-
Entropy Loss (BCE loss) to adjust the model parameters
during the training process. BCE loss is a commonly used
loss function for binary classification tasks. The formula for
BCE loss LBCE is as follows:

LBCE = − 1

N

N∑
i=1

[yi · log(pi) + (1− yi) · log(1− pi)] (4)

Here, N is the number of samples, yi represents the true
label (0 or 1) for each sample, and pi is the predicted
probability of the sample being in class 1. This loss function
is particularly effective for binary classification tasks as it
quantifies the difference between the predicted probabilities
and the actual binary outcomes, thereby guiding the model
towards more accurate predictions.

For the activation function, we used the Sigmoid function,
which is commonly applied in binary classification tasks to
map predictions to probabilities between 0 and 1. The formula
for the Sigmoid function is as follows:

S(x) =
1

1 + e−x
(5)

TABLE II
DATASET SETTINGS

Dataset Category #apps Have GT Release Source

AD1||LD1

R8-non 49

Yes
build from

source code

R8-obf-shr-opt 49

R8-obf-shr-rcs 48

R8-obf-shr-rcs-opt 48

AD2 Mixed 1,500 No Google Play

AD3||LD3 Mixed 10,000 No
AndroZoo

Maven

In addition to the initial approach, we also experimented
with using a Multi-Layer Perceptron (MLP) to replace the
Transformer layers during the fine-tuning phase for down-
stream training. We observed that the MLP was able to fit the
data more quickly than the Transformer. However, there was
no significant difference in prediction performance between
the two models. This suggests that while MLPs may offer
computational efficiency, they do not necessarily provide a
superior predictive capability over Transformers in this specific
application.

IV. EVALUATION

This section evaluates the effectiveness and efficiency of
LibAttention. Also, we use LibAttention to detect vulnerable
TPLs in real-world Android apps.

A. Experimental Setup

1) Experimental Environment Configuration: Our exper-
iments are conducted on two servers: one for data acquisition
and preprocessing, equipped with Intel(R) Xeon(R) Gold 6330
CPU @ 2.00GHz, 128GB RAM, and running Ubuntu 20.04
operating system. The other one for model pre-training, data
encoding, and fine-tuning, including an Intel(R) Xeon(R)
Silver 4116 CPU @ 2.10GHz, a GeForce RTX3090 GPU
with 24GB VRAM, 128GB RAM, and running Ubuntu 20.04
operating system with CUDA 12.0. We develop LibAttention
with Python 3.9. LibAttention extracts the features from apps
with AndroGuard 3.3.5 [15]. For TPLs, LibAttention compiles
the jar or aar files with dx to convert them into Dex files, then
extracts the features with AndroGuard.

2) Dataset Construction: To construct our model and
rigorously evaluate our methods, we designed three distinct
application datasets, labeled AD1 ∼ AD3, along with two
correlated library datasets, LD1 and LD3, as detailed in
Table II.

The applications in AD1 were meticulously selected at ran-
dom from the FDroid open-source dataset, which is known for
its diverse range of Android applications. These applications
were then manually compiled using four distinct obfuscation
schemes facilitated by the latest version of Android Studio
Hedge, 2023.1.1, to simulate various real-world software ob-
fuscation scenarios that might be encountered in an adver-
sarial environment. The corresponding dataset of third-party



libraries, LD1, was meticulously assembled by extracting
library data from the configuration files of these applications,
ensuring a comprehensive capture of library dependencies
and usage. AD2 consists of 1,500 Android applications, all
released after the year 2023, and sourced from the Google
Play store. These applications were subsequently downloaded
from the AndroZoo [16] dataset, which is frequently updated
and widely recognized for its vast repository of live app
data, reflecting contemporary market trends. This dataset is
strategically chosen to serve as a benchmark for the real-world
applicability of our proposed LibAttention model by providing
a dynamic and up-to-date representation of the current Android
application landscape. AD3 contains a larger set of 10,000
Android applications, also sourced post-2023 from AndroZoo,
offering an extensive base for validating the scalability and
robustness of our model under varied conditions. Lastly, LD3

includes an collection of 344 different versions of 52 third-
party libraries (TPLs) that incorporate CVE tags, sourced from
the most popular pages of the Maven [17] Android library
repository. This dataset is crucial for assessing the vulnerabil-
ity detection capabilities of our model, as it comprises a wide
range of common and critical libraries used across numerous
applications.

3) Comparison Technique: For our comparison experi-
ments, we established a baseline configuration that corre-
sponds to the LibAttention scheme called LibAttentionI , along
with three Android third-party library detection techniques
widely used in both academic and industry settings: Lib-
Scan [18], LibID [19], and LibScout [20]. This setup aims
to evaluate the effectiveness and robustness of LibAttention
against established methodologies in the domain of Android
third-party library detection.

Specifically, as shown in 2, LibAttentionI retains the data
preprocessing procedures of LibAttention. Subsequently, the
extracted features are transformed into SimHashes based on
the vocabulary of LibAttention. The presence of Android
third-party libraries within applications is then determined by
whether the proportion of matching SimHash values exceeds
a predefined threshold θ [21].

During this process, employing the SimHash algorithm can
mitigate the impact of discrepancies in symbol declaration
order caused by differences in the compilers used for APKs
and TPLs on detection results. Experimental findings demon-
strate that the use of SimHash can slightly enhance detection
precision.

4) Evaluation Metrics: We employ the F1 score as a key
metric to measure the effectiveness. The F1 score, which
harmoniously balances precision and recall, is particularly
effective in scenarios where an equal importance is assigned to
both false positives and false negatives. This metric is crucial
for evaluating the accuracy and reliability of our detection
methods in identifying the presence of third-party libraries in
Android applications.

Precision =
TP

TP + FP
Recall =

TP

TP + FN

Algorithm 2: LibAttentionI Algorithm
1: Input: Extracted APK features apk feature ls,

Extracted TPL features tpl feature ls, Threshold θ,
vocabulary v

2: Output: Boolean result is contained
{Convert APK features to and TPL features SimHash
values}

3: apk sim hash ls← SimHash(apk features ls)
4: tpl sim hash ls← SimHash(tpl features ls)
{Check for containment using a threshold}

5: Initialize match count: inside← 0
6: Initialize total comparisons:

total← len(tpl sim hash ls)
7: for each tpl sim hash in tpl sim hash ls do
8: if tpl sim hash ∈ apk sim hash ls then
9: inside← inside+ 1

10: end if
11: end for
12: if inside/total > θ then
13: return true
14: end if
15: return false

F1-score =
2×Recall × Precision

Recall + Precision

The true positive (TP) refers to the case that the app contains
a TPL, and the tool detects the existence of this TPL. The
false positive (FP) means the tool reports some TPL that does
not exist in the app. The false negative (FN) represents that a
TPL contained in an app is reported absent by the tool.

5) Research Questions: In the Evaluation section, we will
address the following three research questions:

• RQ1: How does LibAttention compare in effectiveness to
existing third-party library detection tools?

• RQ2: Can LibAttention’s deep learning-based approach
effectively mitigate the impact of code obfuscation on
third-party library detection?

• RQ3: What is the detection efficiency of LibAttention ?

B. Effectiveness Evaluation

1) Effectiveness Comparison with State-of-the-art TPL
Detectors: We compare the effectiveness of LibAttention with
LibID [19], LibScout [20], LibScan [18] and our baseline
LibAttentionI . We conducted our performance comparison
experiments using the dataset comprising AD1 and LD1. This
dataset was selected to facilitate a comprehensive evaluation
of our model’s effectiveness in detecting third-party libraries
within Android applications. Specifically, we selected 60% of
the APKs from the dataset, along with their corresponding
third-party library data, for model training and threshold ad-
justment. All comparative results were then obtained using the
remaining 40% of the dataset, ensuring a robust evaluation of
the model’s performance. The experiment results are presented
in Table III. In Table III, we use ”non” to indicate applications



TABLE III
EFFECTIVENESS COMPARISON OF DIFFERENT TOOLS ON AD1||LD1

LibAttention LibAttentionI LIbScan LibScout LibID-S
Obfuscation Level

Pre Rec F1 Pre Rec F1 Pre Rec F1 Pre Rec F1 Pre Rec F1

R8-non 0.391 0.379 0.385 0.209 0.791 0.331 0.169 0.085 0.113 0.302 0.849 0.446 0.266 0.703 0.386

R8-obf-shr-opt 0.402 0.379 0.390 0.102 0.127 0.113 0.010 0.002 0.003 0.022 0.005 0.008 0.049 0.019 0.027

R8-obf-shr-rcs 0.386 0.379 0.383 0.232 0.493 0.316 0.010 0.003 0.005 0.023 0.016 0.019 0.160 0.151 0.155

R8-obf-shr-rcs-opt 0.396 0.379 0.388 0.101 0.127 0.112 0.000 0.000 0.000 0.009 0.004 0.006 0.041 0.010 0.016

that have not been obfuscated, ”obf” for those obfuscated with
R8, ”shr” for applications subjected to code shrinking, ”rcs”
for those undergoing resource shrinking, and ”opt” for apps
optimized through R8 compilation.

The results in Table III clearly indicate that LibAttention
exhibits significantly superior performance compared to other
detection tools and the baseline across three different obfus-
cation modes. The only exception is in the case of the non-
obfuscated dataset, where its performance is slightly lower
than that of LibScout.

Considering that previous studies have highlighted the no-
table advantages of LibScan in detection performance, its
poor performance on the AD1||LD1 dataset prompted us to
conduct a thorough manual analysis to uncover the underlying
reasons for this discrepancy. We found that, in order to
improve matching effectiveness, LibScan conducts class-level
filtering in the signature-based class correspondence detection
step, where only classes strictly matching LibScan’s rules are
considered as candidate classes and proceed to subsequent
filtering steps. Due to the impact of R8 on the features used by
LibScan during obfuscation optimization and code reduction
stages, there are occasions where certain functions or variables
within classes are deleted, leading to inaccurate matching
results.

On the contrary, LibAttention utilizes coarse-grained fea-
tures of Android applications, which are less susceptible to
obfuscation. Moreover, LibAttention employs deep learning
techniques, enabling it to learn obfuscation patterns from data,
thereby effectively resisting the impact of different obfuscation
techniques on detection results. (RQ1)

2) LibAttention’s robustness on Different Obfuscation
Levels: In this section, we primarily discuss the compara-
tive results between LibAttention and our designed baseline,
LibAttentionI , to illustrate the effectiveness of the feature-
language model we employed, as well as the downstream
training model. This analysis underscores the advantages of
our approach in detecting third-party libraries in Android
applications.

First, we provide an explanation of the experimental results
presented for the baseline in Table III. These results are derived
from a unified decision threshold applied across the four dif-
ferent obfuscation modes. While utilizing separate thresholds
for each obfuscation mode could yield improved F1 scores,
such an approach would not be fair and would fail to reflect
real-world scenarios accurately. Under this circumstance, it

becomes evident that the experimental results for the baseline
are highly susceptible to the effects of Android obfuscation.
Even though we employed a SimHash strategy during the de-
tection process(, which provided some improvement compared
to methods that do not utilize SimHash), the performance still
significantly deteriorates when applications are subjected to
R8 optimization strategies, particularly Method Inlining.

The results in Table III indicate that LibAttention is al-
most unaffected by obfuscation, with its detection perfor-
mance closely approaching the optimal results achieved by
LibAttentionI on non-obfuscated data. We believe this is
due to LibAttention’s ability to learn the impact of Android
obfuscation strategies on data features during the training
process, effectively mitigating their interference with detection
outcomes. This also demonstrates the effectiveness of our
proposed feature set and the training plus downstream task
detection paradigm. (RQ2)

C. Performance on Large-scale Dataset

This section focuses on evaluating the performance of
LibAttention using the AD3∥LD3 dataset, sourced from An-
droZoo and Maven, which closely resemble real-world sce-
narios. We measure the performance of LibAttention in three
stages: preprocessing, representation encoding, and prediction,
denoted as T1, T2, and T3 respectively. Four metrics (Q1,
Median, Q3, and Average) are employed to assess the time
expenditure of LibAttention. Q1, Median, and Q3 represent
the first quartile, median, and third quartile, respectively,
obtained by sorting the detection time expenditure of LibAt-
tention from low to high. Average denotes the average time
spent on detection on the AD3∥LD3 dataset. The per-app time
costs on AD3∥LD3 are presented in Table IV.

TABLE IV
PER-APP EFFICIENCY ON DIFFERENT LIBATTENTION STEPS

Token Number T1(s) T2(s) T3(s) Total(s)

Q1 110,712 103.3 1.1 <0.1 104.4

Median 252,031 516.5 2.5 <0.1 519.0

Q3 300,630 752.5 3.0 <0.1 755.5

Average 201,922 470.1 2.2 <0.1 472.1

The results from the table indicate that the primary time
expenditure of LibAttention stems from the data preprocessing



stage, where LibAttention utilizes AndroGuard to extract code
features from both the app and TPL. The encoding represen-
tation process can handle approximately 100,000 tokens per
second on average, with an average encoding time of about 2.2
seconds per app. The prediction process consumes less time
on average per app, with the total time for 10,000 applications
and 285 TPL matches being less than one hour. Fortunately,
in practical detection scenarios, parallel algorithms can be
employed by running multiple processes simultaneously to
reduce time expenditure. In the actual detection process of
LibAttention, we utilized 40 processes for experimentation,
keeping the overall experiment time within two days.

Also, we employ LibAttention to conduct large-scale detec-
tion of vulnerable TPLs in real-world Android applications.
We obtained all TPLs containing CVEs from the popular
TPL list on Maven, forming the vulnerable TPL dataset LD3.
Subsequently, we perform detection on a dataset comprising
10,000 apps downloaded from AndroZoo after 2023. The
detection results are illustrated in Figure 2.

Fig. 2. Large-Scale Vulnerable TPL Detection Results.

The detection results reveal that among the 10,000 apps
analyzed, 28 vulnerable TPLs were utilized, with a total
occurrence count of 42,408 times. Further analysis on specific
vulnerability types, potential risks, and other related informa-
tion will be conducted as part of our future work.

V. DISCUSSION

In this section, we will discuss three key aspects: the
rationale behind choosing deep learning models for third-
party library detection, our experimental results, and the future
directions for the development of third-party library detection
tools. This comprehensive discussion aims to highlight the
strengths of our approach and envision potential advancements
in this field.

First, we discuss the motivation for incorporating deep
learning models. In recent years, numerous papers on Android
third-party library detection have been published, each demon-
strating the superiority of their respective tools through experi-

mental validation. However, the rule-based systems commonly
used in these tools are susceptible to obfuscation strategies,
resulting in inconsistent performance across different datasets.
Therefore, we propose using deep learning to automatically
learn code features, aiming to neutralize the effects of code
obfuscation in the task of third-party library detection. This
approach enables our model to adapt and generalize better
across various obfuscation techniques and datasets.

Next, we delve into a detailed discussion of the experimental
results presented in Section IV-B. Table III shows that the
highest F1 scores achieved by all tools on our dataset do
not exceed 40%, which is relatively low compared to results
reported in other studies. Upon further analysis of the data,
we hypothesize that this lower performance is due to our
non-selective approach in choosing third-party libraries for
the dataset, resulting in high variance in library features.
We believe that this scenario is more reflective of real-world
applications, and thus, we have opted to retain the original
experimental outcomes in our presentation. This decision un-
derscores our commitment to providing realistic and practical
insights into third-party library detection under varied and
challenging conditions.

Finally, we discuss the future directions for third-party
library detection methods. Based on our review of existing
work and the conclusions drawn from our experiments, we
foresee two potential developmental pathways for third-party
library detection:

1) We believe that to design a tool capable of handling
all obfuscation strategies, it is imperative to incorporate deep
learning technologies, supported by extensive datasets and
larger model for training. This approach will allow the de-
tection tool to learn and adapt to a wide array of obfuscation
patterns, enhancing its robustness and reliability.

2) In the absence of large-scale data, it may be feasible to
decompose the task of third-party library detection into two
sub-tasks: detecting obfuscation patterns and then detecting
third-party libraries under specific obfuscation conditions. This
modular approach could simplify the challenges associated
with library detection in obfuscated code.

Moving forward, we plan to design and implement such
solutions, aiming to bridge the gaps identified in current
methodologies and push the boundaries of what can be
achieved in third-party library detection within the Android
ecosystem.

VI. RELATED WORK

In recent years, research on software composition analysis
(SCA) has primarily focused on two approaches: rule-based
detection [2, 3, 6, 8, 22–28] and deep-learning-based detec-
tion [29].

The rule-based detection method refers to computing the
similarity between detection objects by extracting preserved
features (such as features unaffected by obfuscation or op-
timization) from both the detection source and target. The
matching result is determined based on a similarity threshold.
LibDetect [28] extracts five abstract code features, including



bytecode, identifiers, control flow, and other features. It also
uses fuzzy hashing of Android application code to mitigate
the effects of obfuscation. LibScout [20, 27] utilizes class
hierarchy to profile the features of Android TPLs and set up
a library database. It flattens the package layer by generating
a fixed-depth Merkle tree and generates the library signatures.
The signatures are finally used for comparison. Orlis [26]
generates call graph signatures for both Android applications
and TPLs and compares them using digest-based similarity
scores. LibPecker [3] constructs a strict class signature based
on class dependency relationships. It then completes the
comparison between Android applications and TPLs based
on the similarity of these class signatures. LibID [19, 25]
consists of two detection schemes: LibID-S and LibID-A,
focusing on scalability and accuracy, respectively. This tool
overcomes some limitations in previous work by addressing
techniques such as identifier renaming, code shrinking, control
flow randomization, and package modification. It can also
determine the versions of TPLs used in the application binary.
PANGuard [7] and ATVHunter [2] are similar in that they
both decouple TPL code from application code based on static
information such as Program Dependence Graphs (PDGs) or
Control Dependence Graphs (CDGs) in Android applications.
PANGuard utilizes both structural and content information
as features and employs a feature set matching algorithm to
identify TPLs in applications. ATVHunter, on the other hand,
employs coarse-grained and fine-grained approaches. In the
coarse-grained phase, it assigns a unique serial number to
each basic block within a method and transforms the intra-
procedural Control Flow Graphs (CFG) from the adjacency
list into a method signature based on assigned serial numbers.
In the fine-grained phase, it uses fuzzy hashing on each
opcode within a sliding window operation to avoid significant
differences in the final fingerprint caused by local feature
changes triggered by obfuscation. OSSFP [22] operates at the
function level, preserving core functions within the application
to construct a fingerprint index for each TPL project. It
effectively eliminates noise interference in the fingerprint,
achieving both high performance and high accuracy. Lib-
Scan [6, 18] extracts features from Android applications and
TPL code at the class level. It performs feature matching be-
tween applications and libraries from three perspectives: class-
signature correspondence, method-opcode similarity, and call-
chain-opcode similarity. LibScan achieves high accuracy even
on applications obfuscated using traditional methods such as
ProGuard, DashO, and Allatori, while also demonstrating high
detection performance. These rule-based detection methods
share a common limitation: they can only effectively detect
applications subjected to specific obfuscation patterns. Any
changes in the obfuscation methods can significantly impact
the effectiveness of these techniques, leading to additional
false negatives and false positives. Particularly, in recent years,
the majority of Android applications have adopted the An-
droid D8/R8 obfuscation mode, which these methods cannot
adequately support.

The deep-learning-based SCA method refers to a tech-

nique where a tool utilizes a deep learning model to ex-
tract and learn features from existing data, enabling it to
possess certain recognition capabilities. Some models with
code clone detection capabilities are able to perform SCA
tasks, including binary code clone detection [30–34], source
code clone detection [35–42], and binary-to-source code de-
tection [29]. In particular, as a binary-to-source code clone
detection tool, BinaryAI [29] focuses on SCA detection. It
utilizes the Pythia [43] and then further performs pre-training
using contrastive learning, enhancing data features to achieve
feature matching between application code and decompiled
pseudo-code of TPLs. However, these tools can only perform
comparison work at the granularity of functions and cannot
directly compare entire libraries or entire application code.
Even though BinaryAI has demonstrated its ability to perform
SCA at the function level in C/C++ programs, this approach
has not yet been tested with Android obfuscation methods.

LibAttention combines the advantages of two types of meth-
ods. It inherits the characteristics of non-heuristic similarity-
based matching methods, which operate at the granularity of
classes or modules. Additionally, it learns from the advantages
of heuristic methods utilizing deep learning models during
the matching process. This enables it to detect code libraries
contained within Android applications obfuscated using dif-
ferent obfuscation methods. Particularly, it can accurately
perform SCA tasks, even under the widely used Android R8
obfuscation mode in recent years.

VII. CONCLUSION

The proposed system, LibAttention, employs a feature-
language-model-based approach for Android third-party li-
brary (TPL) detection. It begins by converting app binary code
and TPL source code into Android’s intermediate representa-
tion Smali, extracting features less prone to obfuscation. These
features are then utilized to train an encoder from scratch
using a language model. In the detection phase, LibAttention
encodes and compresses the app and TPL code representa-
tions and employs two downstream models for training and
prediction, tailored for different detection scenarios. Further-
more, compared to existing rule-based Android TPL detection
techniques, LibAttention exhibits significant improvements on
the Android R8 obfuscation dataset, boasting over a 30%
enhancement in the F1-score.
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