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images of me scuba diving next to turtle




Very hard task

images of me scuba diving next to turtle
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Very hard task

vzntrf bs zr fphon qvivat arkg gb ghegyr
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Neural Networks practitioner




Describing images

Recurrent Neural Network
“straw” “hat” END

Convolutional Neural Network



Convolutional Neural Networks

“straw” “hat” END

START “straw” “hat”



Image
(3232 class probabilities

numbers) differentiable function (10 numbers)
L
INPUT C1: feature maps et maps16@10x1sf)4:t maps 16@5x5
3232 6@28:28 S2: 1. maps

C5.layer rg. jayer OUTPUT
84 10

I
| Full cmAecﬁon ‘ Gaussian connections

Convolutions Subsampling Convolutions  Subsampling Full connection

[LeCun et al., 1998]
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Classification error
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[Zeiler and Fergus, 2013] 11.1% error



Classification error
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2010 2011 2012 13 2014 \ [Szegedy et al., 2014] 6.6% error

[Simonyan and Zisserman, 2014] 7.3% error

[Zeiler and Fergus, 2013] 11.1% error



e [Szegedy et al., 2014]

J.‘g? ﬁ.: 6.6% error

—— 1 ' [Simonyan and Zisserman, 2014]

.
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7 7.3% error
5@5?»“ & !!-E! ‘@%
Show answer Show googhs prossction  [namburger, beeRerger. burger| .
oo,k ot — Human error: ~5.1%
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Every layer of a ConvNet has the same API:

- Takes a 3D volume of numbers

- Outputs a 3D volume of numbers

- Constraint: function must be differentiable

depth
5e5ee ) height

ojelel0/0)s
- ~ 00000 ~ 7
LOOLUYwidth  probabilities

| [1x1x1000]
image

[224x224x3]



— Fully Connected Layer

conv-64

maxpool

conv-128
conv-128

maxpool

conv-256 0
conv-256 [1x1x4096] “neurons”

maxpool

cane 512 [7x7x512]

conv-512

maxpool

Every “neuron” in the output:
1. computes a dot product between the

conv-512

conv-512

maxpool

input and its weights £ — wlz +b

FC-4096

FC-4096

e 2. thresholds it at zero f(m)

softmax

= maz(0, x)



— Fully Connected Layer

conv-64

maxpool

conv-128
conv-128

maxpool

conv-256 0
conv-256 [1x1x4096] “neurons”

maxpool

ton 512 [7x7x512]

conv-512

maxpool

conv-512

The whole layer can be implemented

conv-512

maxpool

very efficiently as:

Las 1. single matrix multiply

FC-1000 2. Elementwise thresholding at zero

softmax



el Convolutional Layer
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Convolutional Layer Can be

implemented
efficiently with
convolutions
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— Pooling Layer
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Max Pooling Layer

Single depth slice

11112 )| 4
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What do the neurons learn?

Low-Level
Feature

| Mid-Level

Feature

|High-Level

Feature

Trainable
Classifier

Feature visualization of convolutional net trained on ImageNet from [Zeiler & Fergus 2013]

[Taken from Yann LeCun slides]



Example activation maps
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Example activation maps
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(tiny VGGNet trained with ConvNetJS)
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Training

Loop until tired:

=

Sample a batch of data

Forward it through the network to get predictions
Backprop the errors

Update the weights



Training

Loop until tired:

Sample a batch of data

Forward it through the network to get predictions
Backprop the errors

Update the weights

image batch
: B ~ B - B g B
. -— '// - — _/’.,/ . — /// 5 > — ” //l v
N N N N

=

[image credit:
Karen Simonyan]




| image |
conv-64 Summary so far:

conv-64

maxpool

conv-128 Convolutional Networks express a single
— differentiable function from raw image pixel

maxpool

conv-256 values to class probabillities.

conv-256

maxpool Recurrent Neural Network

“hat” END

conv-512 “straw”

conv-512

maxpool

conv-512

conv-512

maxpool

START “straw” “hat”

FC-4096
FC-4096
FC-1000

\/
softmax

Convolutional Neural Network




@ CS231n: Convolutional Neural Networks for Visual Recognition g

Plug

- Fei-Fei and | are
teaching CS213n (A
Convolutional Neural

Computer Vision has become ubiquitous in our society, with applications in search, image understanding, apps, mapping, medicine, drones, and self-driving cars
Core to many of these applications are visual recognition tasks such as image classification, localization and detection. Recent developments in neural network

(aka “deep learning") approaches have greatly advanced the performance of these state-of-the-art visual recognition systems. This course is a deep dive into details
e WO r S a S S a of the deep learning architectures with a focus on learning end-to-end models for these tasks, particularly image classification. During the 10-week course, students
will learn to implement, train and debug their own neural networks and gain a detailed understanding of cutting-edge research in computer vision. The final

assignment will involve training a multi-million parameter convolutional neural network and applying it on the largest image classification dataset (ImageNet). We
will focus on teaching how to set up the problem of image recognition, the learning algorithms (e.g. backpropagation), practical engineering tricks for training and

S ta n fo rd th i S q u a rte r . EZ::;CJ:%?; Ts;\‘v’on?s‘a;r‘w}d! gxljkld»elthe;’ students through hands-on assignments and a final course project. Much of the background and materials of this course will
CS2 3 1 n . Sta nfo rd . ed u Course Instructors Teaching Assistants
,,‘,\\
- All the notes are online: € @ : w

cs231n.qithub.io oo
- Assignments are on

L
te rl I I I n a I CO ' ' l Class Time and Location Office Hours Grading Policy
- Winter quater (January - March, 2015). Fei-Fei: Wed 3:30 - 4:30, Gates 246 Assignment #1: 15%

ctirg Mand 15220 [for o roh and nroiaet diconiccinne) #2: 159

network is running live in your browser



http://cs231n.stanford.edu
http://cs231n.stanford.edu
http://cs231n.github.io
http://cs231n.github.io
https://www.terminal.com/

Recurrent Neural Network
“straw” “hat” END




Recurrent Networks are good at modeling sequences...
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Generating Sequences With Recurrent Neural Networks
[Alex Graves, 2014]



Recurrent Networks are good at modeling sequences...

INPUT (t) OUTPUT (t)
— S
— CONTEXT(t) |
- Word-level language model. Similar to:
;| —
’ GO g[e catsatona
from—— cat sat on a mat
. cat sat on a barrel
cat sit on a glass table
L — cat sat on a glass table
Press Enter to search

CONTEXT (t-1)

Recurrent Neural Network Based Language Model
[Tomas Mikolov, 2010]



Recurrent Networks are good at modeling sequences...

Machine Translation model

French words English words

<EQS>

T
|

—>» N

AN 7).

- -

Y

Y

~ ”~ ~

T T

A B C <EOS> w X

< —>

Sequence to Sequence Learning with Neural Networks
[llya Sutskever, Oriol Vinyals, Quoc V. Le, 2014]



RecurrentJS
train recurrent
networks in
Javascript!*

*if you have a lot of time :)

2-layer LSTM

h e | | o <END>

<START> h e | | 0o



RecurrentJS 2-ayerL.STM
train recurrent networks
in Javascript!*

O~
*if you have a lot of time :) CB 8) 8) g) CB A)

<START> h e | | o

Character-level Paul Graham Wisdom Generator:

the most can startup ideas are that they can a company was the worse
the strangely conside of the problems and space in college, and don't do
the startup is a meeting to think to investors

they want to succeed

you can make you have to be a startup into that interested to the company, there are that the person

Greedy argmax prediction:

the startup is a lot of the startup is a lot of the startup is a lot of the startup is a lot of the s



Suppose we had the training sentence “cat sat on mat”

We want to train a language model.:
P(next word | previous words)



Suppose we had the training sentence “cat sat on mat”

We want to train a language model.:
P(next word | previous words)

l.e. want these to be high:
P(cat | [<S>])

P(sat | [<S>, cat])

P(on | [<S>, cat, sat])
P(mat | [<S>, cat, sat, on])



yO0 y1 y2 y3 y4
hO h1 h2 h3 h4
y y y y y
x0 x1 X2 X3 x4
<START> “Cat” “Sat” “On” umatn

“cat sat on mat”

300 (learnable) numbers
associated with each word



P(word | [<S>]) P(word | [<S>, cat, sat])

“cat sat on mat”
\ (word | [<S>, cat]/ P word | [<S>, cat, sat, on])

P(word | [<S>, cat, sat, on, mat])
yo | |y y2 | |y3| |vdp
10,001 numbers (logprobs for
10,000 words in vocabulary and
a special <END> token)
y4 = Why * h4
hO —> h1 — h2 —> h3 —> h4
) ) ) ) )
<0 1 X2 X3 i 300 (learnable) numbers

“cat” “sat” “on” “mat” associated with each word




P(word | [<S>]) P(word | [<S>, cat, sat])

“cat sat on mat”
\ P(word | [<S>, cat])/ P(word | [<S>, cat, sat, on])
v s

P(word | [<S>, cat, sat, on, mat])
yo | |y y2 | |y3| |vdp
10,001 numbers (logprobs for
10,000 words in vocabulary and

a special <END> token)

y4 = Why * h4
hO > h1 > h2 |—> h3 —{ h4

<— “hidden” representation mediates
I I I i i the contextual information

(e.g. 200 numbers)

h4 = max(0, Wxh * x4 + Whh * h3)

0 X1 X2 x3 ¥4 | «—oo 300 (learnable) numbers
- “cat” “sat” “on” “mat” associated with each word




Training this on a lot of
sentences would give us a
language model. A way to
predict

P(next word | previous words)

TTTTTTT
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Training this on a lot of
sentences would give us a
language model. A way to
predict

P(next word | previous words)

TTTTTTT

“Cat”

sample!



Training this on a lot of
sentences would give us a
language model. A way to
predict

P(next word | previous words)

y0 y1
hO h1

|

TTTTTTT

“Cat”




Training this on a lot of
sentences would give us a
language model. A way to
predict

P(next word | previous words)

y0 y1
hO h1
x1 X2

TTTTTTT

“Cat”

“Sat”

sample!



Training this on a lot of
sentences would give us a
language model. A way to
predict

P(next word | previous words)
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Training this on a lot of
sentences would give us a
language model. A way to
predict

P(next word | previous words)

sample!

y0 y1 y2
hO h1 h2
x1 X2 x3

x0

<START>

“Cat”

“Sat”

“On”




Training this on a lot of
sentences would give us a
language model. A way to
predict

P(next word | previous words)
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x0

<START>

“Cat”

“Sat”

“On”




Training this on a lot of
sentences would give us a
language model. A way to
predict

P(next word | previous words)

sample!
y0 y1 y2 y3 P
hO h1 h2 h3
x0 x1 X2 x3 x4

<START>

“Cat”

“Sat”

“On”

1 m at”




Training this on a lot of
sentences would give us a
language model. A way to
predict

P(next word | previous words)

y0 y1 y2 y3 y4
hO h1 h2 h3 h4
x0 x1 X2 x3 x4

<START>

“Cat”

“Sat”

“On”

1 m at”




samples <END>? done.

Training this on a lot of i
sentences would give us a
language model. A way to yo y1 y2 y3 ya

e I

P(next word | previous words)

hO —>{ h1 —>{ h2 —> h3 —> h4

IR

x0 x1 X2 x3 x4
<START> “Cat” “Sat” “On” “matl!




Recurrent Neural Network

Convolutional Neural Network



“straw hat”

training example
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“straw hat”

training example
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maxpool

conv-128
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' maxpool
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maxpool
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| image |

conv-64

conv-64

maxpool

conv-128
 conv-128
~ maxpool
. conv-256
i' conv-256

maxpool

conv-512

conv-512
maxpool

. conv-512
. conv-512

" maxpool

 FC-4096
 FC-4096

FC-1000
sof% ax

“straw hat”

y0 y1 y2
hO | h1 h2

[ 1

x0
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RT>

x1
“straw”

X2
“hat”

<START> straw

hat

training example




| image |

~ conv-64

~ conv-64

" maxpool

~ conv-128
~ conv-128
~ maxpool
{' conv-256

{ conv-256
~ maxpool

. conv-512 ‘

\

. conv-512
~maxpool

conv-512
conv-512

FC-4096

|
|

N

~ maxpool
‘,—.._'—._.w__
 FC-4096

FC-1000
SOf*I ax

“straw hat”

y0 y1 y2
hO h1 h2

T

x0
<STA
RT>

x1

“straw”

X2
“hat”

<START> straw

hat

training example

before:
h0 = max(0, Wxh * x0)

NOow:
h0 = max(0, Wxh * x0 + Wih * v)



| image |

~ conv-64

~ conv-64

" maxpool

~ conv-128
~ conv-128
~ maxpool
{' conv-256

{ conv-256
~ maxpool

. conv-512 ‘

\

. conv-512
~maxpool
- conv-512
. conv-512
} 7maxpool ]

 FC-4096
 FC-4096

FC-1000
SOf*I ax

“straw hat”

y0 y1 y2
hO h1 h2

training example

x0
<STA
RT>

x1

“straw”

X2
“hat”

<START> straw

hat

“straw” “hat” END
Yt

Woh
P

Whn

Whe
T

START Mstraw" Mhat"




test image
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maxpool
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' conv-128
~ maxpool
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maxpool
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~ conv-512
- conv-512
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| image |

conv-64

~ conv-64

" maxpool

conv-128
 conv-128
~ maxpool
. conv-256 y0
i' conv-256

— T

test image

conv-512

conv-512
maxpool hO

. conv-512

. conv-512 T

" maxpool

~ FC-4096 o

<STA
~ FC-4096 aly

<START>



-
" conv-64
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conv-64

conv-128

maxpool

" conv-256
" conv-256
maxpool

conv-512
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~maxpool

conv-512

conv-512
[ maxpool '

FC-4096

FC-4096
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hO

x0
<STA
RT>
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<START>

sample!

test image
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conv-64
conv-64

maxpool

conv-128
' conv-128
~ maxpool
" conv-256

 conv-256
" maxpool

conv-512
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maxpool

~ conv-512
. conv-512
" maxpool
 FC-4096
 FC-4096
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RT>
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test image
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" conv-256
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maxpool
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conv-512
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[ 7maxpool -

FC-4096
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test image

sample!



| image |

conv-64
conv-64

maxpool

conv-128

' conv-128

~ maxpool

| conv-256 y0 y1 y2
conv-256

= [ T ]

conv-512

conv-512
maxpool hO —»{ h1 —»{ h2

~ conv-512
- conv-512 T T T
" maxpool

~ FC-4096 0

‘ FC-4096 <STA straw hat
———————— RT>

test image

<START>



~ conv-128
\ conv-128
~ maxpool
{ conv-256
{ conv-256
~ maxpool
\ conv-512
~ conv-512

~_maxpool
- conv-512
 conv-512
~ maxpool
. FC-4096
~ FC-4096

test image

\ sample!

y0 y1 y2
hO —»{ h1 h2

<END> token
=> finish.

x0
<STA
RT>

straw

hat

<START>



| image | <

test image
conv-64
_ conv-64
maxpool
_conv-128
conv-128
maxpool
‘conv-256 y0 y1 y2
conv-256 I '
maxpool T T T \ Samp e!
~ conv-512 <EN D> tO ken
conv-512 —_ L
Wr;'rlhaxp;aol hO > h1 | h2 => f|n|Sh
conv-512
conw 512 T T T - Don'’t have to do greedy
maxpool .
- word-by-word sampling, can
—— 2 - also search over longer
| " phrases with beam search

<START>



y0 y1
hO h1
A A
XO x1

<START>

“Cat”

RNN vs. LSTM

“hidden” representation
(e.g. 200 numbers)
h1 = max(0, Wxh * x1 + Whh * h0)



RNN vs. LSTM

y0 y1 “hidden” representation
(e.g. 200 numbers)
T T h1 = max(0, Wxh * x1 + Whh * h0)
hO = h1 LSTM changes the form of the equation for
h1 such that:
t t 1. more expressive multiplicative interactions

2. gradients flow nicer

3. network can explicitly decide to reset the

x1 :
X0 hidden state




Image Sentence Datasets

a man riding a bike on a dirt path through a forest.
bicyclist raises his fist as he rides on desert dirt trail.

Microsoft COCO
R g [Tsung-Yi Lin et al. 2014]
MSCOCO.0rg

currently:
~120K images
~5 sentences each


http://mscoco.org
http://mscoco.org

Training an RNN/LSTM...

- Clip the gradients (important!). 5 worked ok

- RMSprop adaptive learning rate worked nice

- Initialize softmax biases with log word
frequency distribution

- Train for long time



+ Transfer Learning

image |

conv-64

~conv-64

“straw hat”

maxpool

~ conv-128
conv-128

__maxpool _

training example

conv-256 y0 y1 y2

conv-256

maxpool A i 4

~ conv-512
conv-512

__maxpool "0 " "

conv-512
conv-512 T T T
maxpool

FC-4096 e x1

<ST X2

FC4096 ART || R L] et
>

<START> straw hat



+ Transfer Learning

<
use weights _conu6s )
pretrained from | | maxpool |
ImageNet _ conv-128

“straw hat”

training example

. conv-256 v0 v v2

. conv-256

 maxpool A A A

hO =9 h1 =P h2

.~ conv-512

\ conv-512 T T T
~_maxpool

. FC-4096 x0 X1
EE— <ST q X2
} FC-4096 — ART 35""3 “hat”

>

<START> straw hat




+ Transfer Learning

use weights
pretrained from

ImageNet

J.

‘ conv-256
. conv-256
. maxpool

; conv-512

. conv-512

~_maxpool

. FC-4096
. FC-4096 —

“straw hat”

yo y1

ho | h1 | h2

A A A

x0 x1

<ST “st X2

ART stra “hat”

S w
<START> straw hat

training example

use word vectors
pretrained with
word2vec [1]

[1] Mikolov et al., 2013



Summary of the approach

We wanted to describe images with sentences.

Define a single function from input -> output
Initialize parts of net from elsewhere if possible

Get some data
Train with SGD

s =



Wow | can’t believe that worked

: : SRR T ST "
a group of people standing * : e . e —— e
around a room with a young boy is holdinga a cow is standing in the middle of a street
remotes baseball bat logprob: -8.84

logprob: -9.17 logprob: -7.61



Wow | can’t believe that worked

—— _ a display case filled with lots of different types of ‘ "
a cat is sitting on a toilet seat donuts a group of people sitting at a table with wine glasses
leogpreobs s —429 logprob: -7.78 logprob: -6.71




Well, | can kind of see it

a cat is sitting on a couch with a remote control
logprob: -12.45

a man standing next to a clock on a wall a young boy is holding a
logprob: -10.08 baseball bat
logprob: -7.65



Well, | can kind of see it

a baby laying on a bed with a stuffed bear a table with a plate of food and a cup of coffee a young boy is playing frisbee in the park
logprob: -8.66 logprob: -9.93 logpreb: s =9352



Not sure what happened there...

atoilet witha seatupina : — -
bathroom a woman holding a teddy bear in front of a mirror a horse Is standing in the middle of a road

logprob: -13.44 logprob: -9.65 logprob: -10.34




ee predictions on
000 COCO images:
ttp://bit.ly/neuraltalkdemo

NeuralTalk Sentence Generation Results

Showing res on 1000 images

ut1"max_images



http://bit.ly/neuraltalkdemo
http://bit.ly/neuraltalkdemo

What this approach Doesn’t do:

- There Is no reasoning

- A single glance is taken at the image, no
objects are detected, etc.

- We can't just describe any image



NeuralTalk

- Code on Github
- Both RNN/LSTM

- Python+numpy (CPU)

- Matlab+Caffe if you want
to run on new images (for
now)

Explore Gist Blog Help f‘i‘_karpa(hy

@)

karpathy / neuraltalk @unwatch~ 216 % Star 194

NeuralTalk is a Python+numpy project for learning Multimodal Recurrent Neural Networks that describe images
with sentences. od

1 R master v neuraltalk / +

[

adding ability to predict on arbitrary images and the script that run

& karpatny 4921991d0f B

HTTPS

Readme.md

NeuralTalk

This project contains Python+numpy source code for learning Multimodal Recurrent Neural
Networks that describe images with sentences.




Ranking model

1.31 dog

0.31 plays
0.45 catch
-0.02 with
0.25 white
1.62 ball
-0.10 near
-0.07 wooden

0.22 fence

0.26 man

0.31 playing
1.51 accordion
-0.07 among
-0.08 in

0.42 public
0.30 area

1.12 woman
-0.28 in

1.23 white
1.45 dress
0.06 standing
-0.13 with
3.58 tennis
1.81 racket
0.00 two
0.05 people
0.14in
0.30 green
-0.09 behind
-0.14 her



Grounded Image Sentence Retrieval

For every test set sentence below we retrieve the top images (from set of 1000). Yellow

u number top left of each image = score. Clicking on each image reveals the precise
inferred grounding. Red border = incorrect retrieval, green border = correct retrieval.
‘Yellow border = ground truth image that wasn't retrieved among top 5 predictions.
Test set of size: 1000 images
|
L]
Acop riding on the back of a black lllsn.
n
I [ ] [ ]
L] u I l
- g

0.96 cop
0.57 riding
-0.35on

017 back
0.59 black
1.56 horse

image - sentence score Sy,

4 sum

top sentences for this image:

(4.82) a horse cop sitting on a horse on a public streeL.

(3.65) The drawing depicts a man with a horse and two people on the porch.
(3.60) An older man is riding a horse down the streeL.

(3.59) A man riding a horse in front of a fence.

(3.56) A man on a horse walking down the middie of a sireeL.

The cat is laying down while someene rubs it's head

Avery large farmers market with customers waiting for samples.



http://bit.ly/rankingdemo
http://bit.ly/rankingdemo

Recurrent Neural Network
END

“Stl'aW" ”hat"

Summary

START “straw” “hat”

Convolutional Neural Network

Neural Networks:

- Input->output end-to-end optimization
- stackable / composable like Lego

- easily support Transfer Learning

- work very well.



Summary

1. Image -> sentence
2. sentence -> image



Summary
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2. sentence -> image




Summary

1. Image -> sentence
2. sentence -> image

>




Thank you!



